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Scalable and Robust Sum-Product Networks

Class-selective SPNs
A new type of SPN architecture

Memoisation
Saving Computational Power

Sum-Product Networks (SPNs)

SPNs [1] are probabilistic models that ensure tractable inference.
SPNs are akin to deep neural networks but are composed of two types
of nodes (neurons):

How reliable is my prediction?
Credal SPNs and robustness measure 

Best suited for classification tasks.
More accurate than general SPNs; comparable to XGBoost [5].

As any machine learning model, SPNs may produce overconfident or 
unreliable predictions when presented with new data. Credal SPNs [3] 
mitigate that issue by introducing a robustness measure !.  

SUM
compute a mixture of its input 
distributions.
PRODUCT
encode independence 
relations in the data.

Empirical distribution of inference running times with and without memoisation [4].

Illustration of a class-selective SPN [4].
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Unreliable 0 < ! < 1 Reliable

The !-robustness measures how much we can tweak the network
parameters without changing its final prediction. If ! is close to zero,
then very small changes in the network would already produce a
different result, which intuitively renders the prediction less reliable.
Conversely, high ! translates to stable predictions that would not vary
should we had learnt a slightly different network. These small changes
in the parameters mimic real-world fluctuations that might affect the
results considerably:

Accuracy of predictions with robustness (a) above and 
(b) below different thresholds for 12 UCI datasets [4]. 

More efficient in producing robustness estimates.
% times faster, where % is the number of classes.

Most nodes in an SPN are associated with only a subset of the
variables and are thus likely to be evaluated at identical partial
instantiations. One simple and yet effective solution to reduce
computing time is to cache the results at each node to avoid
recalculating its value on previously seen partial instantiations.
Our experiments with 25 UCI datasets show significant reductions of
computational effort, cutting the number of nodes visited by at least
85% and the computational time by at least 50% [4].

Variations in the 
data sample.

Different set of 
hyper-parameters.

Robustness estimates are highly correlated with accuracy: The higher 
the !-robustness the more likely it is for the prediction to be correct. 
That validates the use of !-robustness for principled decision-making.
If the robustness of a prediction is low, we can suspend judgement or 
even resort to another machine learning model (ensemble modelling).

SPNs have been applied to several 
machine learning tasks due to their 
high representational power and 
efficient inference.
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